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fromtheeditor

ith the technology and infor-
mation economy in full swing, 
financial firms should be in a

good (if not a great) position to capitalize on
the growth of digital information. After all,
data has been the name of the game for 
financial services firms for decades — who
better to benefit from the leap in availability
and usage of data?
But Wall Street firms, while proficient at 

handling market data and certain financial 
information, are not well prepared for the 
recent explosion in unstructured data. Data
from a variety of non-traditional sources — in-
cluding the web, social media, mobile devices
and more — is flooding data warehouses.
These new data sources churn out data at a

phenomenal rate, easily dwarfing the volumes
of reference data created daily in the global
markets. And they can provide valuable infor-
mation and insights into customer tendencies
and trends. Firms, though, do not have the in-
frastructure or skills to handle the data deluge.
Dealing with big data requires new tech-

nologies as well as new skill sets. Traditional
database technologies, for example, fall short
of handling massive amounts of data (think:
petabytes). And the talent needed to analyze
large datasets is just starting to be nurtured
and developed in many universities.
But financial firms can’t wait for the next

crop of graduates to arrive with these new
skills in three or four years. Big data solutions
and methodologies are so new and evolving

so quickly that financial firms need to develop
these skills on the fly. Firms need to invest
more in training and workforce development
to bridge the knowledge gap if they want to
take advantage of what big data can offer.
Meanwhile, one major U.S. school apparently

doesn’t think the technology economy is for
real. With the need for new skill sets becoming
more apparent every day on Wall Street, it’s
appalling that the University of Florida is clos-
ing its computer science department. That’s
right — at a time when companies in all in-
dustries are clamoring for more tech talent, the
Gators apparently think that computer science
is an outdated major. Talk about short-sighted.
Maybe they simply didn’t see all of the statis-
tics about the growth of big data. �

Skills to Pay the Bills
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tart-ups everywhere looked up in 
awe when Facebook announced in
early April that it had acquired Insta-

gram for $1 billion. But there is much more to
the Instagram deal than the acquisition of a
mobile photo-sharing app. 
The deal is all about big data — the technol-

ogy to handle it and the potential to monetize
it, according to experts. “What makes Instagram
interesting is that the company itself wrote its
own database to handle the massive influx of
data it began to receive a few years ago,” 
according to Keith Lubell, CTO at Berkery Noyes,
an independent investment bank that provides
mergers and acquisitions consulting services.
In just 18 months, Instagram, which runs

Ubuntu Linux 11.04 on Amazon EC2, scaled to
more than 30 million users worldwide, report-
edly with only two and a half back-end engi-
neers. And when the company launched its
Android app this year, it signed up 1 million
new users in 12 hours. “Scaling [means] replac-
ing all the components of a car while driving
it at 100 miles per hour,” Instagram co-founder
Mike Krieger said shortly after the acquisition
was announced, during a presentation at an
Airbnb event for employees and members of
the real estate community/marketplace.
Facebook — along with search engine giant

Google — is among the global companies
with the biggest need to scale quickly. As a re-
sult of the acquisition, Facebook will be able

to benefit from
Instagram’s pro-
prietary database
technology while
it actively tries to
figure out how to
sell and monetize
the terabytes of
data that its 500
million-plus users
generate — espe-
cially about their
whereabouts and spending habits.
“With smartphone information, they will

soon be figuring out where the people are —
how many, for example, are going into the Gap

The Real Story Behind the
Facebook/Instagram Deal 
The social network’s acquisition of the start-up is about more than a photo-sharing app. 
Like other recent M&As, the deal is about big data, experts say.

S
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By Melanie Rodier           @mrodier

Instagram’s Mike Krieger. Much
of the value Facebook sees in
Instagram is the technology’s
ability to scale with big data.
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store on 5th Avenue and are buying something there,” says
Larry Tabb, CEO and founder of TABB Group. “The Facebook/
Instagram deal is all about big data and social networking,
linking people together, and figuring out where data can be
mined and monetized. There are people who can understand
and monetize the value of individual profiles and connections.
To a certain extent, that’s very valuable data.”
If Facebook can avoid creating the appearance that Big Brother

is tracking users’ every step online, it stands to make billions
more dollars — which is why the acquisition is probably worth
every penny of that $1 billion price tag to Mark Zuckerberg’s 
social network. In fact, in terms of large merger-and-acquisition

transactions centered on big data, Facebook’s acquisition of 
Instagram isn’t unprecedented, notes Berkery Noyes’ Lubell. 
In 2010, there were two infrastructure software deals that 

involved big data, each of which totaled more than $1 billion
in value, he points out — EMC Corp. acquired Isilon Systems,
which helps enterprises manage their data through scale-out
network-attached storage (NAS) solutions, for $2.2 billion; and
IBM acquired Netezza, a provider of data warehouse and 
analytics technology, for $1.7 billion. �

frontup

“What makes Instagram interesting is that the
company itself wrote its own database to handle
the massive influx of data.”
—Keith Lubell, Berkery Noyes



he data challenge is a juggernaut,
and Wall Street firms, whose technol-
ogy budgets are virtually flat these

days, are scrambling to figure out how to deal
with it. An effective strategy will recognize the
importance of big data and include an investi-
gation of the requirements to ingest, index and
integrate structured and unstructured, stream-

ing, and static data from a variety of sources,
according to Robert Desautels, CEO, president
and founder of Harvard Research Group, who
spoke at April’s High Performance Computing
Linux for Wall Street conference in New York. 
Message rates for U.S. securities, Tabb Group

founder Larry Tabb said at the event, have
been growing by 30 percent every six months

over the past decade. Noting that unstructured
data grows 10 to 50 times faster than struc-
tured data, Jean Staten Healy, director, WW
Cross-IBM Linux and open virtualization, IBM,
added that data volumes are set to expand
800 percent in the next five years.
In the meantime, data is getting more social.

The number of Internet-connected devices

Wall Street Scratches Its Head Over Big Data
With IT budgets flat, capital markets firms are scrambling to deal with the huge influx of data. 

By Melanie Rodier           @mrodier
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If you haven’t heard the term “big data,” you must be using a dial-up
modem. Google searches for the term have gone up 1,200 percent
in the past year, according to Andrew Sheppard, principal at consulting
firm Fountainhead. Here are five big data basics you need to know: 
1. Big data is broadly considered anything that is more than 10 
Gigabytes in size — or anything that doesn’t fit in Excel. 
2. Ninety percent of all data on the planet was created in the past two
years, according to IBM. Often, the analysis dwarfs the original data set. 
3. Experts point to smartphones as the top reason behind the data

explosion. There are more than 5 billion mobile phones in use 
globally — almost one for every person on the planet 
4. Big data isn’t just about massive amounts of data. “It’s about new,
unstructured data sources,” Jack Norris, VP, marketing, MapR Tech-
nologies, wrote recently in a blog post. 
5. Apache Hadoop, which is designed for running applications on
large clusters of commodity hardware, was named after a toy 
elephant that belonged to the son of Doug Cutting, the former 
Yahoo engineer who created the open source framework.—M.R.

5 Things You Should Know About Big Data



globally is growing by 42 percent a year,
Healy said, pointing out that a staggering 
1.2 zetabytes of data (1.2 trillion gigabytes)

exist in the digital universe. 
The big problem for Wall

Street is that firms don’t
have the money to invest in
big data capabilities, as IT

budgets are growing less than 1 percent this
year. As a result, organizations are scrambling

to come to grips with the data challenge as
cost-effectively as possible, attendees agreed. 
“We’ve had to optimize how to maximize the

efficiency of the grid,” said Dino Vitale, director,
cross technology services, Morgan Stanley.
“There are opportunities to leverage sharing
of compute resources across lines of business.” 
For IBM, the data challenge means looking

at how to build smarter networks, according
to Stewart Raphael, business development 

executive for IBM system networking. “We’re
building some that are based on open flow. It
allows us to manage network elements re-
motely by allowing the controller to push poli-
cies to each individual switch,” he explained. 
Above all, the three most important things

firms grappling with the big data challenge
should focus on are infrastructure, platform
and visualization, suggested Larry Ryan, finan-
cial services industry CTO for HP. �

www.wallstreetandtech.com
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Data volumes are expected
to expand 800 percent in
the next five years.
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ccording toMcKinsey & Co. director Allen L. Weinberg, big data can reveal
true customer insight, drive better decision making and improve 
performance. “The organization that can mine transaction data to really

understand behavior — this changes everything,” he says. In an exclusive video
interview with Kathy Burger, editorial director of Bank Systems & Technology, a
UBM TechWeb property, Weinberg reveals what big data means for banks’
growth strategies. �

The Big Data Advantage
What does it take for banks to compete on 
the strength of big data?

Click to load video player and controls. You will need Adobe Reader 9 or later
and an Internet connection to view. If you still experience problems, please
visit: wallstreetandtech.com/video/big-data .
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uring the short history of what
we now call “technology econom-
ics” — a history that spans 50 years

— it has always been clear that demand for
computing is increasing and that upward 
expense pressure is a fact of life in what many
have called the Information Age. Equally clear
and apparent — especially in the past three
to four years — has been the desire (read:
demand) by businesses to drive down total IT
expense, or at least constrain its growth, in
times of revenue and market pressure. 
Fortunately, Moore’s Law has been an ally in

helping CIOs manage the dynamics of upward
demand and downward cost pressure. In short,
Moore’s Law hypothesizes that the number of

transistors that can be placed inexpensively
on an integrated circuit doubles approxi-
mately every two years. Fundamentally, this
translates to more computing power per dol-
lar, which enables CIOs to reduce the costs of
their “run the business” processing on a con-
tinuing basis — assuming a reasonable tech-
nology refresh rate to keep up with advances. 
In supply-and-demand terms, this phenom-

enon has enabled firms to offset growth in de-
mand for IT capacity by about 18 percent per
year. Such growth rates, however, will probably
now be known as the “good old days.” 
Between 2006 and 2010, demand for process-

ing cycles (servers and the like) has approached
an 18 percent annual growth rate in the big

Why Your IT Spending 
Is About to Hit the Wall
The increasing demand for computing power, fueled in part by big data, is beginning 
to outstrip the efficiencies created by Moore’s Law, and financial services firms are about 
to feel the pain of rising IT costs more than ever before. 

By Howard Rubin, Rubin Worldwide

D
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1. Continuing upward pressure
on IT expenses.

2. A need for revamped tech -
nology management models.

3. The need for shifts to disrup-
tive technology options.

4. The need for strategic 
support of computing 
infrastructure. 

4 Characteristics
of the New Tech
Economy

Howard Rubin is founder 
and CEO of Rubin Worldwide, 
a research and advisory firm 
focused on the economics 
of business technology.
Howard.Rubin@rubinworldwide.com

mailto: Howard.Rubin@rubinworldwide.com


banks. But storage has hit 45 percent growth
per year — the advent of big data is here — and
although the unit cost of storage still is drop-
ping, storage cost pools around the financial in-
dustry are expanding out of control. The growth
phenomenon is now exacerbated by market
conditions, and Moore’s Law just isn’t enough. 
In their efforts to protect and grow revenue,

enter emerging markets, increase automation
to lower operating expense, and even support

new channels (social networking) and devices
(Bring Your Own Device), financial services
companies currently are experiencing core
platform growth rates exceeding 20 percent a
year. It’s sort of a perfect storm: big data, 
demand and falling/uncertain revenue all have
converged to drive new behaviors in tech -
nology economic dynamics. 
“Rubin’s Law” is now apparent: The geomet-

ric growth rate of computing demand — tech-
nology intensity in the context of business and
our personal lives — will drive computing
costs past the point at which Moore’s Law will
keep the costs manageable. Put another way,
computing demand is doubling every five
years, and Moore’s Law won’t save you. Disrup-
tive technology and innovative approaches
are critical to these new economics. 
The basis for this is yet another “law” — 

actually, a paradox — “Jevons paradox,” which
states: Technological progress that increases the
efficiency with which a resource is used tends
to increase (rather than decrease) the rate of
consumption of that resource. William Stanley
Jevons developed this hypothesis in 1865,
based on his observations of coal consumption
vis-à-vis the technology advances designed to

improve the efficiency of coal usage. It was his
argument that these improvements alone
could not be relied on to reduce consumption;
rather, they would lead to increased consump-
tion — and he was right. Today we talk about
elastic computing; in 1865 Jevons focused on
“elastic coal” — well, at least the demand was
elastic (see related chart, at left).
So the aforementioned growth in demand

(passing the 20 percent mark per year) is ac-
tually fueled in part by the inherent efficiencies
created by Moore’s Law. Through 2010 we
were in the Moore’s Law zone of managing IT
costs downward. Now we are in a new world
governed by the effects noted by Jevons. 

The Future of IT Spending
The financial results reported in the financial
services sector and almost half of those com-
panies in the S&P 500 cast a long shadow on
the future of IT spending. With some of the
world’s foremost global banking institutions
having fiscal year 2011 revenue decreases of 9
percent to 26 percent overall and premier in-
vestment banks showing fourth quarter 
results with revenues off 30 percent or more,
IT spending will definitely show up on the 
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Jevons Paradox

Jevons paradox demonstrated that as fuel efficiency improved, 
the consumption of coal increased by more than double the original 
consumption level.



“ When you have Wall Street in your 
blood, you don’t shy away from the big 
challenges. That’s why we’re here.”
Joe Anastasio, Capco Partner

Capco.com/Joe-Anastasio
or call 212.284.8600

“ When you have Wall Street in your 
blood, you don’t shy away from the big 

That’s why we’re here.”

corporate radar. Amid such a precipitous revenue decrease, firms
that have been accustomed to IT spending in the range of 
8 percent to 12 percent of revenue now will see this ratio move
up into the mid-teens or higher. Though not a good measure
of IT efficiency or effectiveness, it will certainly be noticed. 
CIOs and IT leadership need to be prepared for this and get

ahead of it — if it isn’t too late already. The technology econ-
omy of 2012 and beyond is going to be characterized by a

continuing increase in technology intensity for the enterprise
— independent of revenue patterns. This will include contin-
uing upward pressure on expenses as demand exceeds any
Moore’s Law offset, a need for revamped technology manage-
ment models, the need for shifts to disruptive technology 
options (enter: the cloud), and the need for urgent change to
provide enterprises with both the computer power they need
and the economic elasticity that is requisite to master the dy-
namics of the rapidly evolving technology economy.
Perhaps we will remember 2012 as the technology economic

“tipping point” — a tipping point at which technology inten-
sity growth is now a reflection of its true potential. Hopefully
we will also remember it as the year that business leaders, 
policymakers and the world at large began to embrace the
new realities of a technology-driven economy. �
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Upward IT expense pressure is a fact of life 
in the Information Age.



Big data holds big promise. But the technologies needed to understand it come
with a steep learning curve. Here’s what you need to know before you buy.

coverstory

By Melanie Rodier
@mrodier

all Street is trying its best
to harness the 1.2 trillion 
gigabytes of data currently
floating around in cyberspace.

But even as the industry has made strides in 
implementing big data technologies, such as
the Hadoop framework, the amount of data
available appears to be spiraling out of 

control, with estimates of 800 percent growth
over the next five years. So how can firms
meet the big data challenge?
The quest by Wall Street to efficiently tap big

data typically is driven by the search for alpha.
“Everyone who works as a quant wants mas-
sive amounts of data in different areas to see
if you can play it out,” says Rob Passarella, vice

president at Dow Jones Financial Markets. “The
cheaper and more distributed [the data] be-
comes, the greater the returns will be.”
Financial firms today are actively trying to

extract meaning from an explosion of struc-
tured and unstructured data — statistical data,
social media streams and other web content,
smartphone data, videos, PDF files, Excel files

May 2012    11www.wallstreetandtech.com
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— that is not easily digested and deciphered.
“We used to think of data sets as a single 
vector. Now we’re thinking of multiple types
of data and trying to see if there are any cor-
relations,” adds Passarella, who previously
worked as a managing director at Bearn

Stearns and as a VP at JPMorgan Chase. “The
real challenge when you accumulate data is
being able to line it up so that it’s meaningful.
So if you have equity price and bond price
data, you want to line it up and layer social 
media or news data on top of that.”
As banks and hedge funds dive deeper into

the analysis of social media, PatternBuilders —
a provider of enterprise analytics solutions
whose tag line is, “Too much data, not enough
information” — is working with the University
of Sydney to research the influence of tradi-
tional media sources such as The New York
Times and social media such as Twitter on a
company’s stock price. “If the Wall Street Jour-

nal publishes a negative article on IBM, for ex-
ample,” PatternBuilders’ CEO Terence Craig
ponders, “what is the impact on pricing and
volume of that article when it’s been magni-
fied by social media?”  
Researchers working on the project also are

looking at the effect the location of Twitter
users can have on real-time stock prices — for
instance, whether Twitter users based in New
York who retweet a specific article have a more
dramatic impact on stock pricing than a user in
Texas. “We can take data from social media as a
string from our social media partner and a news
article from a partner and produce predictions
about their impact on pricing very quickly,”
Craig says. “Traditionally these were large batch
jobs, and you usually got answers in two hours.
Now you get these answers in real time.”
Because it’s in real time, he adds, “It’s a very

efficient way for people to make the decision
as to whether a human needs to intervene.”
According to Craig, lately, “grey box” traders
— who use a system that reveals some or all
of the decision-making process, as opposed to
an automated black-box system that conceals
the trade decision process — have been 
particularly interested in PatternBuilders’

product, which he describes as “a streaming
analytics processor implemented in software
with a visualization engine on top.”

Big Data Opportunities
But the potential of big data extends far be-
yond the trading floor. Today, banks and hedge
funds also are analyzing big data for risk man-
agement, price discovery, industry trend analy-
sis and fraud management, Craig notes.
JPMorgan Chase, for example, is using an 

operational database from MarkLogic to store
and process derivatives contracts. “Derivatives
get entered and, on the back end, put in Mark-
Logic’s system and processed and matched,”
explains David Gorbet, VP of product strategy
at MarkLogic, whose clients also include 
Morgan Stanley and Citi. “They have been able
to replace relational databases with one sys-
tem and add new business process steps to
address new compliance issues.”
Other big-data applications in the financial

industry include customer onboarding and re-
lationship management, as firms look to gain
a 360-degree view of their clients and under-
stand cross-selling opportunities, adds Gor-
bet. “People want to do analytics, but analytics

coverstory
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“The real challenge when you 
accumulate data is being able to 
line it up so that it’s meaningful.”
—Rob Passarella,
Dow Jones Financial Markets
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is only half the story,” he says. “They want to
build it in processes. So the trend is around ap-
plications and the ability to build in real time.”
Of course, one of the biggest drivers behind

the need to come to grips with big data is in-
creased and intensifying regulation and the
need to provide granular reporting to regulators.

“The variety of risk profiling and stress testing
that financial institutions will be subjected to re-
quires more analytical capabilities,” says Peter
Ognibene, managing director at Berkery Noyes,
an independent investment bank that provides
mergers and acquisitions consulting services. 
“Organizations are scrambling to cope with the

changing regulatory landscape,” adds S. Ramakr-
ishnan, group VP and general manager, financial
services analytical applications, Oracle. “It 
requires nimbleness on the part of institutions
and the need to unify data in one repository.”
From a risk and regulatory standpoint, firms

need to understand the data within the or-
ganization, says Larry Tabb, founder and CEO
of Tabb Group. But most firms are still strug-
gling with the challenge of integrating data.
“Many large banks have tremendous silos of
information that even in 2012 are hard to in-
tegrate, and especially given the requirements
from Dodd-Frank, there will be increasing 
demand to understand the information, 
aggregate, analyze and report it,” Tabb says.
Data aggregation is more than a technology

challenge. Aggregation requires finding the
data in multiple systems, bringing it together,
normalizing it and storing it in one place, 

explains Alberto Corvo, managing principal, 
financial services, at eclerx, which provides
business process outsourcing services. “A lot
of our clients think normalizing data is a tech-
nical job,” he says. “But you also need brains
and arms to make sure the data is correct.”

Steep Technology Learning Curve
To gain a handle on big data, financial organ-
izations have shown a willingness to embrace
solutions from start-ups as well as the house-
hold-name technology providers. But pur-
chasing technology is just the beginning of
understanding big data, experts warn.
Apache’s Hadoop, the open source software

project, has been rapidly gaining traction as a
flexible, cost-effective and scalable way to han-
dle large datasets (see related sidebar, at left).
With Hadoop, however, you basically start with
“a big empty server,” notes Adam Honore, 
research director at Aite Group. “You have to
figure out what you want to go and get. It’s not
like you can download open source and point
to all your databases and magic correlation ap-
pears. You still have to bring like-data together,
which is an integration challenge.”
Hadoop comes with other challenges, too:

coverstory
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The Apache Hadoop software
library — an open source
framework that enables the

distributed processing of large
datasets across clusters of comput-
ers using a simple programming
model — is the talk of Wall Street.
Created by Doug Cutting, a former
Yahoo engineer, Hadoop is designed
to scale up from single servers to
thousands of machines, each offer-
ing local computation and storage.
Instead of relying on hardware to 
deliver high availability, the library 
itself is designed to detect and han-

dle failures at the application layer.  
“The primary entry point use case

for Hadoop is ETL — extract, trans-
form and load operations,” notes
Neil Palmer, partner, advanced tech-
nology services, SunGard Global
Services. “A lot of banks are running
into problems with end-of-day
processes not completing in time as
they can’t scale vertically because
there is too much data. Hadoop is a
really good way to solve problems. It
scales vertically and on hardware.
And it gives them ROI around 
specific pain points.” —M.R.

The Big Deal About Hadoop

www.wallstreetandtech.com



Hadoop is still evolving, and the available front-end tool op-
tions aren’t great, according to Neil Palmer, partner, advanced
technology services, SunGard Global Services. “It’s not very
business user-friendly. You need technical people to plug in
Hadoop. It’s not like a Microsoft reporting service where you
can generate reports and play with drag and drop. You need
developers to build algos, to process the data. It’s not close to
a package solution that you can put on a trader’s desk.”
Streaming engines, another popular big data technology, also

are far from complete solutions. To start with, firms need to
thoroughly ques-
tion the data they
put in the engines,
says Neil McGov-
ern, senior director

of financial services marketing for Sybase. “You have to take
every piece of statistics with a grain of salt,” he stresses. 
“We see a lot of techniques, sentiment analysis, applied to

large unstructured data sets to try to derive analysis,” McGov-
ern adds. “But a large amount of data isn’t valuable [by itself ].
So you need to filter out as much of the wheat from the chaff.”
And while sentiment analysis engines are getting better at

determining whether information is good, bad or indifferent,
Tabb Group’s Larry Tabb notes, you still need to put this 
information in the context of what the market is expecting.
“If, for example, Apple was downgraded last week and you
hear it’s not going to meet its quarterly expectations,” Tabb

“There’s still a lot of demand for 
traditional database structure.”
—Adam Honore, Aite Group
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says, “the question is: Was the level of expectations already
reflected in the tradeoff of Apple last week, or is it way worse
than what happened last week?”

Look Before You Leap
It is still early days in the big data era. While integration and
predictive analytics can help overcome many of the challenges
of managing the expanding universe of data, firms should be
careful not to simply snap up the latest technology and expect
it to solve all their problems, cautions Aite’s Honore. In fact, he
suggests, depending on their needs, some firms might not even
need new technology. “There’s still a lot of demand for tradi-
tional database structure because of how market data gets
stored and how important it is to the markets,” Honore says.
According to Ed Dabagian-Paul, VP, IT infrastructure, Credit

Suisse, he started getting pleas from clients last summer asking
for help with their big data. But, he told a panel at the recent
HPC Linux on Wall Street conference, “Big data is a marketing
term. ... You need different data for different applications.”
Most financial executives, however, agree that the opportu-

nities to exploit data on Wall Street are plentiful. “Big data is
definitely a big deal,” Aite’s Honore says. “It’s not like some of
the technologies that are more hype than reality.”
Still, companies must evaluate carefully the data they put in

systems, the technology they really need, and what they need
to do after implementing the technology.  “[Big Data] is not
the panacea of data management,” Honore adds. �
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Boutique institutional brokerage Rosenblatt Securities outmaneuvers larger competitors 
by building a pioneering big data solution.

f your firm is still strugglingwith how to
handle today’s data deluge, it’s not alone.
“Although the business intelligence tools

market exceeded $120 billion last year, our
surveys show only 30 percent of potential users
actually use them,” notes Rita Sallam, research
VP with Gartner. The challenge, she says, is
“having self-service BI tools appropriate for
business users. A big reason for lack of adop-
tion is that the tools are just too hard to use.”
But an evolving category of data discovery 

solutions may change all that. “Not only are there
dramatic improvements to usability, but also
increases in speed, more advanced analytics and
gains in the ability for business users to integrate

data from different sources,” Sallam relates.
This new breed of business user-focused solu-

tions — offered by both established and emerg-
ing vendors — seeks to improve the ability to
access, visualize and make decisions based on
larger and more diverse data sets, Sallam ex-
plains. “We see this category growing three times
faster than the overall market for BI,” she says.
Rosenblatt Securities is using just such a so-

lution, a visual analytics platform from Seattle-
based Tableau Software, to transform the way
it does business. Although the New York-based
boutique institutional brokerage and invest-
ment banker first adopted Tableau soon after
the solution debuted in 2006, Rosenblatt’s
deployment has since undergone a significant
metamorphosis, reports Scott Burrill, partner
and managing director at the firm. 
“Back then, the crisp PDFs it allowed us to cre-

ate for client reports caused people to think we

had a secret weapon,” says Burrill. “But never in
my wildest dreams did I think Tableau would give
us the ability to explore data the way we do now.”

Gaining Momentum During the Downturn
According to Burrill, for Rosenblatt, the big
data journey really gained momentum while
others were struggling to recover from the
2008 financial crisis. Recognizing the potential
of extracting knowledge hidden within grow-
ing data volumes, he says, the firm became an
early adopter of Seattle-based Amazon’s cloud
infrastructure. More recently, it moved to Ama-
zon Elastic Compute Cloud (Amazon EC2). “Us-
ing the cloud saved us millions of dollars in
capital expenses,” Burrill points out.
With storage secured, an extensive evaluation

of database technology followed. Finding avail-
able solutions cost prohibitive or too inflexible,
Burrill adds, Rosenblatt engineered its own

By Anne Rawland Gabriel

www.wallstreetandtech.com
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infrastructure
Big Results From Big Data

“We’re processing data and doing 
analytics on the entire U.S. market.”
—Scott Burrill, Rosenblatt Securities



database and built a wrapper for it using Red-
wood Shores, Calif.-based Oracle’s MySQL. “Then
we started capturing every tick and quote com-
ing off of the U.S. exchanges,” he says.
“However, collecting data wasn’t the end,” 

Burrill continues. “Having a robust analytical in-
frastructure with the ability to retrieve, visualize
and report that data was every bit as important.”

Rosenblatt sought an analytics solution ca-
pable of examining hundreds of thousands of
trades. But, Burrill notes, most vendors were too
“high touch” when it came to requiring end
users to “work with them to develop and cus-
tomize their product,” Burrill says. “We wanted
tools that gave us instant productivity.”
Ultimately, Rosenblatt decided to further

leverage Tableau, pioneering new uses for the
platform. “Most off-the-shelf solutions don’t 
integrate data sources well,” Burrill says.
“The ability to retrieve information in a timely

manner is where many solutions fail,” he 
continues. “We were looking for real-time data
retrieval, which led to an entirely different
framework of storing the data in-memory and
computing it in-memory. That’s why we chose
to create a proprietary system.”
On the hardware side, Rosenblatt built 

several custom analytics servers with massive
amounts of graphic processing units (GPU), 
relative to CPUs, using Nvidia’s compute uni-
fied device architecture (CUDA). “This gave us
lightning-fast, HFT-like computational power,”
says Burrill. “We’re processing data and doing
analytics on the entire U.S. market, in some
cases in under 4.2 seconds.” 

5 Doing the Work of 50
Today, Rosenblatt’s proprietary solution per-
forms analysis on current-day data and then
recursively feeds information back into the
firm’s master database, which is subsequently
used for data discovery, according to Burrill.
“With a team of five people we’ve done with
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1. Empower business users. “Move modeling outside 
of IT,” advises Rita Sallam, research director for Gartner. 
“Business users need to make predictions based on what
happed — without having a Ph.D. in statistics.”
2. Establish good governance. “Put data governance
processes in place to reduce the risk of data silos, data 
fracture and definition fracture,” Sallam says.
3. Develop a fact-based culture. “Ensure your culture is
ready for fact-based trading,” says Sallam. “Old-school traders
are accustomed to other methodologies.”
4. Ensure a solution scales. “It’s about retrieval times,” 
emphasizes Scott Burrill, managing director at Rosenblatt
Securities. “As well as whether, and how easily, a solution 
integrates a variety of data sources.”

5. Look for quick wins. “The days of taking months to im-
plement are gone,” says Tableau Software CMO Elissa Fink.
“Choose a solution that permits learning as you go.”
6. Consider your mobile strategy. “Will you provide access
for people dashing between meetings within your building
or for mobile employees off-site?” asks Fink. “Make sure your 
analytics solution aligns with your needs.”
7. Manage in-memory correctly. “In-memory solutions
aren’t a panacea for performance,” warns Gartner’s Sallam.
“They must be properly sized, tuned and managed.”
8. Encourage data literacy. “Successful organizations 
encourage everyone, regardless of job function, to become
numbers literate by using that data to ask questions and get
answers,” Tableau’s Fink says. —A.R.G.

8 Big Lessons
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Tableau what it would’ve taken 50 a significant amount of time
to do,” he says. “Normally, we may have had to just do sampling.
Now we can look at whole populations of data.”
Indeed, Rosenblatt performs derived analytics on thousands

of different fields. “Then we bring the data into the Tableau
dashboard to visualize it, get insights, act on it and tell stories
over it — in a very quick way,” Burrill comments.
Of the more than 7,000 stocks Rosenblatt consumes, the firm

performs real-time analytics on the entire universe to deter-
mine when to enter or exit a position, Burrill adds. “Currently,
we’re accurate more than 70 percent of the time,” he reports. 
The daily opportunities provided by the analytics setup, Burrill

continues, contribute to Rosenblatt’s growth, which includes
three new business lines and a 12 percent to 13 percent increase
in employee headcount. And going forward, Rosenblatt will roll
out proprietary products to its clients based on the firm’s big-
data system. “We’re in alpha on those right now,” Burrill relates.
Still, he is quick to point out that “there is no perfect tool, so

I’m always exploring. In many instances we’ll prototype in
Tableau or, lately, [the open source visual programming 
language] Processing.js.”
The bottom line, according to Burrill, is that Rosenblatt’s solution

keeps it agile and competitive against organizations of all sizes,
including those “that out spend us.” “We didn’t start out thinking
we’d use Tableau as a research and development platform,” he
adds. “But it — along with the other technologies — has made
us more productive, and that helps make us profitable.” �
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s many industry experts have ob-
served, on Wall Street, “It’s all about the
data.” But for financial firms to win the

“faster, smarter, dirtier” game of big data, as
Tabb Group CEO Larry Tabb has described it,
they must make data more actionable. That is,
financial firms have to be able to put data to
work in a way that informs smarter business de-
cisions that help the business change and grow. 
To some, that may sound obvious — it’s hard

to imagine a firm that would want its data to 
inform bad business decisions. But most firms

don’t have a clear understanding of how their
data is managed and therefore they can’t paint
a clear picture of why that data is so important. 
More to the point, most companies simply

don’t have the right systems in place to provide
the kind of transparency into data to make the
information truly meaningful. So while there has
been a lot of talk about big data and how 
companies need to put it to work, the reality is
that so far, many firms have been at a loss to 
understand why and how to deal with it. 

3 Reasons Why Managing Big Data Matters
Effective big data management will be the
defining issue of the financial marketplace in
the year to come. This is due to a number of
reasons, including:
1. Data Volume + Regulations = Big
Headaches. The challenge to the financial 
industry is not just how “tough” regulatory re-
quirements are, but how tough it is to respond

to them. This is made infinitely more difficult by
the massive volumes of trade and transaction
data that companies have to manage every day.
The challenge is: How do you measure the risk
associated with your trades when each trade is
associated with many gigabytes of data?
2. Business Users + IT Users = Competing
Priorities. From the trading desk to the analyst
function, business users want fast and easy 
access to information that they can put to
work immediately in risk models and other ap-
plications. But IT users need to ensure that they
have recognizable and replicable logic flows
and rules associated with data so that it main-
tains integrity as it moves from one part of the
organization to another. Higher volumes of
data make this competition more intense.
3. Cost of Data Storage + Concerns Over
Data Security = A Wary Marketplace.The cost
of managing data is going up, even when the
cost of storage is relatively low, because of the

Less Conversation, More Action 
While Big Data is a hot topic on Wall Street, most financial firms don’t have the right systems 
in place to manage it and make it actionable. 
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amount of information that has to be
managed and cached. Although the
cloud offers the potential for a firm to
reduce its big data footprint, many are
still unconvinced about the security
of data in the cloud. In addition, some
worry that cloud-based data might
not be as easily accessed for analysis
and manipulation in databases as it
needs to be for fast decision making.

How to Harness Big Data
Because of the volumes of data as-
sociated with every single trade and
transaction conducted by a financial
firm, it’s nearly impossible for the 
average (or even a very exceptional)
trader to know the origins of infor-
mation related to pricing and risk. At
the same time, IT managers who are
tasked with overseeing the infra-
structure can’t possibly be responsi-
ble for understanding the financial
modeling that informs trade and
transaction decisions.
It’s clear that the faster, smarter,

dirtier model of big data manage-

ment is inadequate. Firms need both
a top-down strategy and a bottom-
up infrastructure for dealing with

massive amounts of information. 
The key to the effective manage-

ment of big data is to have a clear set
of objectives in mind when putting
a big data management plan in
place. Both IT and business execu-
tives need to ask: Why does data
management matter? What deci-
sions will be made using the infor-
mation? How do those decisions
support organizational objectives?
With big-picture objectives in mind,

business and IT users can collaborate
more effectively on the systems and
processes that are required for the 
infrastructure of a big data strategy.
That infrastructure might include:
• Rules-based business processes

and workflows to provide data 

and reporting controls.
• A graphical interface that allows

business and IT users to collaborate
in one environment.
• Features such as in-database 

processing that enable database
queries to be manipulated with a
lower risk of errors.
Rather than “faster, smarter, dirtier,”

successful big data players might be
described as “smoother, more collab-
orative and more strategic.” Winners
will deploy an infrastructure that
supports smoother operations, pro-
vides a more open environment for
business and IT to work together, and
that has a clear connection to strate-
gic business objectives.
Ultimately, for financial firms to suc-

cessfully take on the big data chal-
lenge, both business and IT users
have to be able to get their hands
dirty in the data. Only by putting in
place systems that enable collabora-
tion and support high-level goals will
companies be in a position to win
the big data game. �
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Both business and IT users
have to be able to get
their hands dirty in data.



he central problem of the “big
data” era is consumption. The sense
that data is being sucked up every-

where by ubiquitous vacuum-like devices
and spat out by any number of virtual fire
hoses — along with the sense that it is in-
creasingly difficult to make sense of it all —
has never been more palpable. For data ar-
chitects and managers, the main struggle (in
this era or any other) is providing the right
data to the right people at the right time and
in the right format. In other words, these
shepherds must establish a data manage-
ment platform that allows end users to har-
vest information more quickly and easily.
When we think of data management this
way, we realize that quantity need not enter
the equation, at least not at first. The mission
is to extract as much value from data as pos-
sible. Full stop. Whether data is “big” or not is

almost irrelevant, particularly since the notion
of bigness today varies significantly from busi-
ness to business and most certainly will be re-
defined in the months and years to come. In
a not-too-distant future, the ease with which
our perception has migrated from gigabytes
to terabytes will give way to a similar familiar-
ity with petabytes and exabytes. Does this
mean that we will eventually embark on a
“huge data” era? “Colossal”?
Strip away the superlatives around data’s size
or speed (which are largely hardware chal-
lenges), and you will find that the key to better
consumption starts with improving how it is
organized. If anything, this era of big data is
unique not only for the unprecedented scales,
but for the diversity of data sources. As a result
of technology, every consumer is now a pub-
lisher of data — hence, the explosion in data
sources. Specific to capital markets, the pursuit

of alpha clearly has become a multi-asset and
multi-regional game, thus naturally adding to
the number of potential data sources to be 
integrated into trading platforms. Overall, the
convergence of these drivers has created new
complexities in organizing data, which in turn
have placed new pressures on the central tool
for keeping track: reference data.

Reference Data: The Glue That Binds
Reference data is like the glue that binds dis-
parate data together. Without it, data can take
no shape. There are no graphs, dashboards,
heat maps or any other smart chart candy
without reference data. Prices are pointless
without the ability to chronologically organ-
ize them based on timestamps. Aggregate
credit exposure, in some cases, can take days
or weeks to calculate without entity identi-
fiers that facilitate accurate output in a matter

perspectives
Making Big Data Consumable
The key to better consumption of big data starts with improving how it is organized.

T
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of minutes (and eventually seconds). 
Exploration into the unknown through rich
analytics is virtually impossible without cross-
referencing hitherto seemingly unrelated
datasets in new ways. In short, big data is dumb
data without some glue. To mix metaphors, this
reference data is the key to unlocking untold
treasures in your data. Making data more 
consumable means paying closer attention to

foundational elements.
Ironically, there is noth-
ing decidedly big about
reference data, which is
why it is perhaps bizarre
that it would play such a

critical role in harvesting value from its cousins:
time-series, audio, video and any other fre-
quently changing data stream. Though rela-
tively static by nature — and, therefore, the pri-
mary reason why it rarely gets big in and of itslef
— there are three main categories of reference
data in capital markets: security, counterparty
and client. That said, the full scope of reference
data can go far beyond these groupings to 
include a comprehensive library of metadata
items, or data that describes other data.
The primary challenges in managing refer-

ence data include standards and processing.
Though far from complete and prone to erup-
tions of spirited debate, security ID standards
are fairly well-established, with the exception
of OTC derivatives (which are normally handled
with proprietary IDs). In fact, system integrations
are made more difficult by competing security
ID standards — including CUSIPs, ISINs, SEDOLs
and proprietary standards from data vendors
such as Bloomberg and Thomson Reuters —
rather than due to a lack of a standard. 
A global counterparty standard — known as
the legal entity identifier (LEI) — is far less de-
veloped. But due to strong regulatory backing
and the general fervor around improving risk
measurement capabilities, it is developing
quickly and is likely to be adopted quickly as
well. Not to minimize the significant challenges
that lie ahead for the development and refine-
ment of standards, but the industry has 
galvanized awareness of their importance and
attention is being paid accordingly.

More Art Than Science
Where reference data management, in partic-
ular, and enterprise data management (EDM),
in general, fall short is in processing (which 

includes data governance policies). Moreover,
between the technical and cultural compo-
nents of processing, the bigger challenge is
cultural, or management-oriented. Yes, those
that have yet to begin to rethink their IT 
architectures and legacy application consoli-
dation are tempting existential threats to their 
business; but the bigger gap between where
most firms are today and where they need to
be in terms of data consumption is much
more about art than science.
Data fluency — a critical precursor to data
consumability — means that data flows more
easily through the enterprise, which in turn
means that end users must be able to find it.
And finding data requires meticulous attention
to standards, labels and other metadata — no
matter how imperfect they may be now or in
the future. That way, no matter how big or 
complex the data gets, end users will have a
much better shot at harvesting value from it. �

Various Tabb Group analysts will write the 
Perspectives column for Wall Street & Tech-
nology’s digital issues in 2012. Founder and
CEO Larry Tabb’s byline will appear in print 
editions of WS&T. 
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has migrated from gigabytes to tera -
bytes will give way to a familiarity
with petabytes and exabytes.
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